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The second draft of the General Purpose AI Code of Practice represents a significant improvement, addressing 
key stakeholder feedback and refining its approach to systemic risk, transparency, and proportionality. How-
ever, challenges remain, including ambiguous language, unclear deployment decisions, and procedural hur-
dles to more diverse stakeholder engagement. This analysis provides targeted recommendations to ensure 
the Code achieves its goal of creating a robust framework for the governance of frontier AI models. 

 The draft sometimes attributes human-like qualities to AI systems, a phenomenon known as anthropomor-
phising, which risks distorting public understanding and complicating accountability for human actors. Revis-
ing these terms to reflect the statistical, stochastic nature of LLM outputs (including the potential for so-called 
hallucinations) will improve clarity and regulatory alignment. 

 The draft encourages consideration of potential benefits in deployment decisions, but risks replicating the 
pitfalls of the “efficiency defence” under the More Economic Approach to EU competition law. This potential 
loophole could justify high-risk AI deployments based on speculative or unverifiable benefits, favouring large, 
resource-rich organisations able to produce sophisticated validations. 

 The inclusion of “compounding or cascading” effects as a systemic risk consideration is a valuable addition. 
However, practical implementation requires tools such as stress testing under atypical input conditions to 
identify vulnerabilities. In the future, the AI Office should coordinate cross-sectoral monitoring, build data-
bases on cascading failures, and facilitate sector-wide stress testing. Systemic risk KPIs should measure inter-
dependencies, but more care must be taken to ensure that KPIs are not easily gamed. 

Source: DALL-E via ChatGPT prompting. 
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1 Introduction 

This feedback document addresses the second draft of the General Purpose AI (GPAI) Code of Practice 

under the EU AI Act (in the following: “second draft”), which represents a further step in shaping the 

governance of frontier general purpose AI models.1 Mandated by the AI Act, the EU GPAI Code of Prac-

tice will hopefully serve as a cornerstone beyond Europe in establishing guidelines for the develop-

ment, deployment, and oversight of AI systems, with the final code expected to be completed by 2 

May 2025. The drafting process reflects a collaborative and iterative effort involving various stakehold-

ers, including industry representatives, academics, civil society, and policymakers. As a member of 

Working Group 2, the Centre for European Policy (cep), represented by the Head of the Department 

for Digitalisation and New Technologies, has been closely involved in this process, providing feedback 

on the first draft2 and participating in virtual sessions debating this second iteration. This analysis builds 

on the observations and recommendations made during the first round of feedback, reflects on how 

they have been addressed in this latest draft, and identifies areas that require further refinement. 

The AI Act, which entered into force on 1 August 2024, provides the legal framework for the Code.3 

Among its provisions, Art. 56 AI Act states that the AI Office shall encourage and facilitate the drawing 

up of Codes of Practice at Union level and emphasises the importance of defining the systemic risks 

associated with general-purpose AI models, alongside the development of a risk taxonomy. This man-

date is central to ensuring that AI systems with systemic implications are subject to rigorous scrutiny 

and aligned with the overarching goals of safety, transparency, and accountability. As highlighted in 

the introduction to the second draft, the GPAI Code also builds on existing regulatory precedents, such 

as the Union’s Code of Conduct on Disinformation, while incorporating evolving best practices and 

socio-technical considerations. The drafting process was coordinated by Chairs and Vice-Chairs ap-

pointed by the AI Office for their expertise and independence. The process involved input from hun-

dreds of stakeholders through multi-stakeholder consultations, surveys, workshops, and working 

group meetings. In the case of the second draft, particular emphasis was placed on clarifying commit-

ments, refining measures, and addressing systemic risks, while respecting the principles of proportion-

ality. However, it must be stressed that the compressed timeframe for feedback posed challenges. 

This cep analysis assesses the second draft of the Code, prioritising areas related to Working Group 2 

“Systemic Risk Assessment”. The analysis is structured as follows: First, a brief overview of key updates 

is provided, identifying the progress that has been achieved over the past few weeks; then, the main 

section of this paper provides targeted suggestions for addressing critical issues, organised into the-

matic subsections. Specific areas of focus include, for example, the anthropomorphising language used 

throughout the Code and concerns about specific measures and definitions. Finally, there is a brief 

summary of the findings. By providing an assessment of the second draft and complementing the pre-

vious cep input, this document aims to contribute to the development of a robust AI regulatory frame-

work in Europe that promotes innovation while safeguarding societal interests. 

 
1  The second draft can be downloaded from: https://digital-strategy.ec.europa.eu/en/library/second-draft-general-pur-

pose-ai-code-practice-published-written-independent-experts. 
2  Küsters, A. (2024), Towards Robust AI Governance in Europe, cepAdhoc No. 25/2024, https://www.cep.eu/eu-topics/de-

tails/towards-robust-ai-governance-in-europe.html. 
3  Regulation (EU) 2024/1689 of the European Parliament and of the Council of 13 June 2024 laying down harmonised rules 

on artificial intelligence and amending Regulations (EC) No 300/2008, (EU) No 167/2013, (EU) No 168/2013, (EU) 
2018/858, (EU) 2018/1139 and (EU) 2019/2144 and Directives 2014/90/EU, (EU) 2016/797 and (EU) 2020/1828 (AI Act), 
PE/24/2024/REV/1, OJ L, 2024/1689, 12.7.2024, ELI: http://data.europa.eu/eli/reg/2024/1689/oj. 

https://digital-strategy.ec.europa.eu/en/library/second-draft-general-purpose-ai-code-practice-published-written-independent-experts
https://digital-strategy.ec.europa.eu/en/library/second-draft-general-purpose-ai-code-practice-published-written-independent-experts
https://www.cep.eu/eu-topics/details/towards-robust-ai-governance-in-europe.html
https://www.cep.eu/eu-topics/details/towards-robust-ai-governance-in-europe.html
http://data.europa.eu/eli/reg/2024/1689/oj
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2 Main changes from first to second draft 

A comparison of the first and second drafts of the GPAI Code of Practice reveals several areas of tech-

nical refinement aimed at addressing systemic risks, increasing transparency, and aligning commit-

ments with the EU regulatory framework. Significantly, the size of the draft document has increased 

significantly, from 36 to 66 pages, not least since references to the AI Act and its legal text have been 

included. In addition, the changes reflect extensive consideration of stakeholder feedback and the 

globally evolving landscape of AI technology and governance. This section summarises the key changes 

from first to second draft, without aiming to be exhaustive. 

One significant improvement is the provisions on transparency. The second draft introduces detailed 

requirements for documentation, e.g. related to computational resources, energy consumption, and 

environmental impact. The additional details, codified under Measure 1.2 and aligned with the corre-

sponding AI Act obligation as specified in Annex XI Section 1 and/or Annex XII AI Act, represent a more 

structured approach to providing clarity and accountability with respect to the information that signa-

tories commit to drawing up and keeping up-to-date to fulfil the AI Act obligations.4 In contrast, the 

first draft only addressed these issues in broader terms.5 These updates provide much-needed clarity 

and align with the literature, e.g. on the increased energy consumption of generative AI applications.6 

Similarly, the Acceptable Use Policy (AUP) section in the second draft is significantly expanded, listing 

specific elements such as monitoring methods, criteria for suspension of user privileges, and explicit 

warning mechanisms.7 

The inclusion of compounding and cascading effects in the taxonomy of systemic risks, namely in the 

list detailing considerations based on the nature of risks, is another important refinement,8 and is in 

line with previous cep recommendations. Similarly, factors outside the model itself that should also be 

considered include “interactions with other AI models or systems”.9 These additions recognise the in-

terconnectedness of AI systems and the potential for unintended systemic consequences, particularly 

in times of rapid social and technological change.10 Moreover, the list of dangerous model propensities 

now includes “misalignment with human intent and values”.11 By explicitly incorporating these criteria 

and expanding the considerations behind the risk taxonomy, the second draft is much more future-

proof, capturing the increasing interconnectedness of AI systems with our real-world economy and 

society and the emergence of AI agents.12 In addition, the second draft expands the scope of risk as-

sessments to emphasise the full lifecycle of systemic risks, requiring regular updates and ongoing evi-

dence gathering, with KPIs revolving around the percentage of evaluations re-run at a 6-monthly fre-

quency.13 These lifecycle-based assessments mark a shift from the first draft, which focused largely on 

 
4  See pp. 12ff., Second Draft. 
5  See p. 10, First Draft. 
6  Küsters, A., Kotovskaia, A., Eckhardt, P. (2024), Environment Takes a Backseat in EU Digital Push, cepStudy No. 6/2024, 

https://www.cep.eu/de/eu-themen/details/environment-takes-a-backseat-in-eu-digital-push.html. 
7  See pp. 18f., Second Draft. This contrasts with the first draft (p. 13, First Draft) 
8  See p. 29, Second Draft. The first draft lacked explicit reference to cascading risks, focusing instead on broader systemic 

risk categories (see p. 17, First Draft). 
9  See p. 32, Second Draft. 
10  For this argument, see: Anselm Küsters, ‘AI as Systemic Risk in a Polycrisis’, cepAdhoc (Berlin: Centre for European Policy, 

13 December 2022), https://www.cep.eu/eu-topics/details/ai-as-systemic-risk-in-a-polycrisis-cepadhoc.html. 
11  See p. 32, Second Draft. 
12  See: Lohani, Fazle and Rahman, Mostafizur and Shaturaev, Jakhongir (2023), The Impact of Artificial Intelligence on Eco-

nomic Patterns, https://mpra.ub.uni-muenchen.de/118316/1/The%20Impact%20of%20AI.pdf. 
13  See pp. 37-39, Second Draft. 

https://www.cep.eu/de/eu-themen/details/environment-takes-a-backseat-in-eu-digital-push.html
https://mpra.ub.uni-muenchen.de/118316/1/The%20Impact%20of%20AI.pdf
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risks at the point of deployment.14 Again, this is in line with previous cep recommendations, although 

some gaps remain, to which we return below in Section 3. 

Commitments related to copyright compliance have also been substantially clarified.15 The draft intro-

duces a robust framework for compliance with Union copyright law, emphasising the use of advanced 

technologies to detect and respect rights reservations under Directive (EU) 2019/790. The draft also 

addresses proportionality concerns by proposing measures tailored to the capacities of smaller pro-

viders (at various points, Measures under Commitment 2 refer to the fact that “signatories commit to 

making reasonable and proportionate efforts”). This represents a significant step forward from the 

first draft, and will help small and medium-sized enterprises (SMEs) cope with the copyright-related 

obligations of the Code. Indeed, a notable change in the second draft is the refinement of the propor-

tionality principle, which now differentiates more clearly obligations based on the size of providers and 

the systemic risk level of their AI models,16 following cep recommendations. This tiered approach rec-

ognises the different capacities of stakeholders and ensures that compliance measures are appropri-

ately scaled. While proportionality was recognised in the first draft,17 its application was less detailed. 

The introduction of more concrete Key Performance Indicators (KPIs) is another forward-looking addi-

tion to the second draft that has increased its practical usability.18 By providing initial examples of both 

qualitative and quantitative KPIs, such as metrics for energy efficiency and mitigating data bias, the 

draft operationalises its commitments in a way that was missing from the first iteration. This addition 

underscores the Code’s emphasis on measurable and enforceable standards. However, a key task for 

future iterations of the Code will be to ensure that quantitative KPIs are not easily gamed or manipu-

lated. This line of criticism will be re-visited in Section 3 below. 

Governance measures have also been strengthened in the second draft, with an increased focus on 

systemic risk management and a very helpful decision tree outlining the conditions under which sig-

natories commit to conducting an external assessment of a specific systemic risk pre-deployment.19 

Commitments include external risk assessments, whistleblowing protections, and mechanisms for 

public transparency. These improvements are in line with Articles 55 and 56 of the AI Act and build on 

the general references to governance principles in the first draft.20 

Finally, it is worth emphasising that the second draft clarifies the application of the commitments to 

open source general purpose AI models. It explicitly exempts models released under free and open 

source licences, unless they are deemed to pose systemic risk.21 In the latter case, providers of open-

source models commit to continuing to use appropriate post-deployment monitoring methods.22 In 

general, exemptions for open source AI models are a positive development as they encourage innova-

tion and accessibility in the field of AI. By allowing SMEs to access, modify, and build upon these mod-

els, open source AI encourages creativity and reduces barriers to entry, thereby increasing competition 

in the long term. 

 
14  See p. 25, First Draft. 
15  See pp. 21-25, Second Draft. This was less developed in the first draft (see p. 14, First Draft). 
16  See p. 5, Second Draft. 
17  See p. 3, First Draft. 
18  See, for instance, pp. 33ff., Second Draft. 
19  See p. 58, Second Draft. 
20  The first draft only outlined these areas at a high level (see p. 30, First Draft). 
21  See p. 12, Second Draft. 
22  See p. 38, Second Draft. 
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3 Recommendations 

As shown above, the second draft of the GPAI Code of Practice reflects significant progress in address-

ing feedback from the first draft. However, it also introduces new challenges and leaves critical gaps 

that require focused attention. While the principle of proportionality to both risks and size of provider 

and other regulatory suggestions outlined in the first cep feedback document remain fundamental,23 

this section focuses only on new recommendations, thereby complementing the earlier paper. These 

recommendations are based on additional analysis and concrete examples drawn from the latest draft. 

3.1 Anthropomorphising language 

The language of the second draft often attributes human-like qualities to AI systems, a phenomenon 

known in the literate as anthropomorphising.24 This issue arises whenever there are references to AI 

systems “deciding” or “scheming”. Such language risks creating misconceptions about the capabilities 

of AI models, which operate on the basis of statistical patterns derived from training data rather than 

any form of intentional agency, which would conflict with their stochastic nature. In particular, the 

following references were identified as potentially problematic: 

• Self-reasoning and self-modification: The draft describes models with capabilities such as “self-

reasoning” and the ability to “modify the environment, including its own implementation”.25 

These phrases suggest human-like agency and mislead stakeholders into believing that AI sys-

tems possess intentionality or self-awareness, rather than executing pre-programmed or sta-

tistical functions. 

• Long-horizon strategizing: Describing AI systems as capable of “long-horizon planning” and 

“strategizing”26 further anthropomorphises these technologies. These terms conflate compu-

tational optimisation with human-like strategic thinking, which could mislead less informed 

audiences. 

• Predatory and power-seeking: The language includes terms such as “goal-pursuing” and 

“power-seeking”,27 suggesting that AI systems independently define and pursue goals or seek 

control. Similarly, the phrase “resistance to goal modification”28 is used to imply that AI sys-

tems can resist change, an attribute that anthropomorphizes adaptive behaviour, making it 

appear to be an intentional act rather than the result of training data distributions or pro-

grammed resistance mechanisms (e.g. via a system prompt29). 

• Tendency to deceive: The draft mentions a “tendency to deceive”,30 implying a deliberate in-

tent or strategy, which is inconsistent with the operation of statistical models. AI systems do 

 
23  Küsters, A. (2024), Towards Robust AI Governance in Europe, cepAdhoc No. 25/2024, https://www.cep.eu/eu-topics/de-

tails/towards-robust-ai-governance-in-europe.html. 
24  Myra Cheng et al., ‘AnthroScore: A Computational Linguistic Measure of Anthropomorphism’, in Proceedings of the 18th 

Conference of the European Chapter of the Association for Computational Linguistics (Volume 1: Long Papers), ed. Yvette 
Graham and Matthew Purver (St. Julian’s, Malta: Association for Computational Linguistics, 2024), 807–25, https://aclan-
thology.org/2024.eacl-long.49; Mengjun Li and Ayoung Suh, ‘Machinelike or Humanlike? A Literature Review of Anthro-
pomorphism in AI-Enabled Technology’, 2021, https://doi.org/10.24251/HICSS.2021.493. 

25  See p. 31, Second Draft. 
26  See p. 31, Second Draft. 
27  See p. 32, Second Draft. 
28  See p. 32, Second Draft. 
29  For the role of system prompts, see: Küsters, A., Wörsdörfer, M. (2024), In Search of “Laws of Robotics”, cepInput No 

23/2024, https://www.cep.eu/de/eu-themen/details/in-search-of-laws-of-robotics.html. 
30  See p. 32, Second Draft. 

https://www.cep.eu/eu-topics/details/towards-robust-ai-governance-in-europe.html
https://www.cep.eu/eu-topics/details/towards-robust-ai-governance-in-europe.html
https://www.cep.eu/de/eu-themen/details/in-search-of-laws-of-robotics.html
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not inherently have the capacity to deceive; any such behaviour results from design flaws, 

technical errors, or misuse. 

• Collusion: The draft suggests that models could be “colluding”31 with other AI systems. This 

terminology inaccurately implies conspiratorial behaviour or intent that cannot be attributed 

to systems operating under pre-defined computational rules. 

This anthropomorphism in the Code can lead to misplaced expectations, both among the public and 

policymakers. For example, referring to an AI model as “scheming” could suggest an autonomous ca-

pability akin to human judgement, rather than the reality of pre-programmed outputs generated based 

on probabilistic algorithms. Misleading language also complicates accountability, as human actors (e.g. 

developers or downstream providers) may inadvertently avoid responsibility for outcomes attributed 

to the “decisions” of an AI model. 

To address this issue, the Code should revise such language to reflect the operational reality of AI 

systems. For example, it could state more clearly that the model produces outputs optimised for spe-

cific goals determined by its training data. In other words, the models produce outputs based on pre-

defined parameters and data processing mechanisms. The importance of precise language is sup-

ported by socio-technical systems theory, which emphasises the need to understand AI systems as 

components of broader human-machine interactions. This requires a clear conceptual distinction be-

tween the realm of the machine and the realm of the human. Incorrect characterisations of AI can 

undermine this understanding and distort the regulatory landscape, including the Code. Revising the 

language throughout the Code will help stakeholders engage more accurately with these systems and 

will align the Code better with the principles of transparency and accountability in the AI Act. 

3.2 Clarifying the role of deployers/providers 

The second draft assumes the roles of developers, deployers, and downstream providers but remains 

vague about their specific responsibilities and how to distinguish them.32 In addition, as outlined be-

low, it does not address the specific compliance needs of downstream providers. Deployers and down-

stream providers, as entities integrating or using general-purpose AI models, could range from large 

technology companies to SMEs using AI in niche applications. While there are many references to “pro-

viders” in the second draft, there is also rhetoric about “deployment” (instead of, e.g., releasing). The 

lack of clarity might risk bringing many organisations into the scope of the Code (in the sense that these 

firms or organisation assume a specific commitment refers to them), potentially overburdening them 

with bureaucracy. For instance, the transparency commitments distinguish between providers of gen-

eral-purpose AI models and a range of downstream providers that need significant understanding of 

the models and their capabilities.33 

Research has highlighted the increasing complexity of the AI value chain, where the responsibilities of 

providers, deployers, and users often overlap.34 Soon, this complexity will be exacerbated by the wide-

spread adoption of general-purpose AI models and AI agents embedded in various downstream appli-

cations, and, potentially, by the rise of inference time-models like OpenAI’s o1/o3. There is a need to 

 
31  See p. 32, Second Draft. 
32  I am grateful to Thomas Clausen for discussions on this topic. 
33  See pp. 12-18, Second Draft. 
34  See: Alex C. Engler and Andrea Renda (2022), Reconciling the AI Value Chain with the EU’s Artificial Intelligence Act, Sep-

tember, 2022 – 03, https://openfuture.eu/wp-content/uploads/2024/03/220930CEPS-In-depth-analysis-AI-act-value-
chain.pdf. 

https://openfuture.eu/wp-content/uploads/2024/03/220930CEPS-In-depth-analysis-AI-act-value-chain.pdf
https://openfuture.eu/wp-content/uploads/2024/03/220930CEPS-In-depth-analysis-AI-act-value-chain.pdf
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ensure that an SME using a GPAI model (e.g. for customer support) is not faced with disproportionate 

bureaucracy and compliance costs. 

Clear examples of how the current draft falls significantly short of addressing the specific compliance 

needs of downstream providers were provided in a comprehensive analysis conducted by the Ap-

pliedAI Initiative.35 Their analysis focused on the information provided to downstream providers inte-

grating GPAI models into high-risk AI systems to enable them to comply with the high-risk require-

ments. It found that only 6 out of 49 required elements, related to Annex XII of the AI Act, are suffi-

ciently covered by the Code of Practice. This lack of coverage poses challenges for SMEs in complying 

with the high-risk requirements. For example, the analysis showed that 100% of the required infor-

mation for Article 9 (risk management) is not covered, while other critical areas such as data govern-

ance, transparency, and human oversight also have significant gaps. In other words, without additional 

information and support, downstream providers may face technical and operational barriers, poten-

tially leading to a de facto ban on the use of GPAI models for high-risk applications in Europe. 

To clarify the role and responsibilities of downstream actors, the Code should standardise its language 

throughout the whole document, introduce clear definitions of all actors involved in the AI value chain, 

including examples, and explicitly specify that deployers’ obligations are context-dependent and pro-

portionate to the role of the deployer. While it is clear that deployers that modify or fine-tune AI mod-

els for specific tasks are subject to stricter obligations than those that simply integrate pre-trained 

models, concrete examples should illustrate these distinctions – think of the difference between a 

startup integrating a language model for translation services and a company fine-tuning the same 

model for high-risk applications. In addition, as the AppliedAI Initiative’s research mentioned above 

shows, there is an urgent need for the next iteration of the draft to provide more comprehensive doc-

umentation and guidance to enable downstream providers, especially SMEs, to integrate GPAI models 

into their AI systems while complying with their legal obligations under the AI Act.36 Finally, the Code 

must provide more simplified compliance pathways for SMEs and give concrete examples how they 

might be supported, for instance with tools, sharing of best practices, or partnerships. This approach 

would prevent negative narratives about the Code, reduce disproportionate bureaucracy, and encour-

age innovation, ensuring that smaller players can truly benefit from GPAI advances. 

3.3 Deployment decisions 

Measure 5.3 encourages GPAI developers to consider the potential benefits of deploying a model when 

making their decision whether to release it, namely: “Signatories are also encouraged to consider po-

tential benefits that may arise from deployment of a model.”37 This is a provision that raises concerns 

about parallels with the “efficiency defence” in EU competition law during the period of the More 

Economic Approach (MEA).38 This approach aimed to move away from form-based rules towards a 

more effects-based assessment of competitive practices. Under the MEA framework, companies could 

potentially justify practices that might otherwise be considered anti-competitive by demonstrating 

that the efficiency gains outweigh any negative effects on competition. For some time in the early 

 
35  See: AppliedAI Initiative (2025), Feedback to the GPAI Code of Practice. 
36  See: AppliedAI Initiative (2025), Feedback to the GPAI Code of Practice. 
37  See p. 36, Second Draft. 
38  André Schmidt and Michael Wohlgemuth, ‘Das Wettbewerbskonzept der EU aus Sicht der Wirtschaftswissenschaften: Wie 

ökonomisch ist der „more economic approach“?’, in Dimensionen des Wettbewerbs: europäische Integration zwischen 
Eigendynamik und politischer Gestaltung, ed. Hermann-Josef Blanke, Arno Scherzberg, and Gerhard Wegner, Neue Staats-
wissenschaften 11 (Tübingen: Mohr Siebeck, 2010), 51–80. 

https://appliedaiinitiative.notion.site/Feedback-to-the-GPAI-Code-of-Practice-17a67abdc10a8053a15cdb6867bbd8dc
https://appliedaiinitiative.notion.site/Feedback-to-the-GPAI-Code-of-Practice-17a67abdc10a8053a15cdb6867bbd8dc
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2000s, this “efficiency defence” became a key feature of EU competition law, particularly in merger 

control and abuse of dominance cases.39 The MEA gave companies greater scope to justify their actions 

on economic grounds. This led to a significant increase in the use of economic expertise in competition 

cases, with undertakings often hiring high-profile economists to prepare complex reports and develop 

sophisticated methodologies to demonstrate efficiencies.40 

The parallels with the AI context are clear. Just as companies have used the efficiency defence to justify 

potentially harmful practices under the MEA, AI developers could use the “potential benefits” clause 

to justify the use of risky AI models. This could lead to a similar situation where complex, speculative 

arguments about future benefits are used to outweigh more immediate and tangible risks. Similarly, 

there is a risk that the ability to make these arguments could favour larger, better-resourced AI com-

panies that can afford to produce sophisticated economic or technical analysis to support their posi-

tions. For example, a supplier might argue that the use of a general-purpose AI model with known 

biases is justified because of the model’s potential to improve productivity in specific applications. 

However, such arguments are often based on hypothetical scenarios that cannot be rigorously tested 

or quantified. This risks undermining the precautionary principle at the heart of the AI Act. 

To mitigate this, the Code should emphasise that any claims of benefits should be accompanied by 

robust evidence, including third-party validation. In addition, the Code could include a “no net harm” 

principle to ensure that the benefits of deployment do not outweigh, but rather eliminate or neutral-

ise, any associated risks. 

3.4 Specification of the systemic risk taxonomy 

The second draft makes significant progress by explicitly including “compounding or cascading effects” 

as a criterion for understanding systemic risks arising from GPAI models.41 This addition responds to 

earlier feedback, including from the cep, which emphasised the importance of addressing the risks 

associated with interconnected AI models and systems.42 Such risks are particularly evident in times of 

crisis, such as the pandemic, which exposed the limitations of predictive models to account for sudden 

and unprecedented social and economic changes. For example, AI-driven credit scoring systems and 

supply chain algorithms trained on pre-pandemic data struggled to adapt to abrupt changes in con-

sumer behaviour and market dynamics, leading to amplified disruptions across interconnected sectors.  

While the inclusion of compounding or cascading effects as a systemic risk criterion is a commendable 

step, its practical implementation in the Code requires significant refinement.43 Identifying cascading 

risks proactively – without waiting for major shocks – remains a complex challenge. One concrete way 

to address this could be to stress test AI models under atypical input conditions to identify potential 

vulnerabilities. For example, an AI model trained on historical data about consumer behaviour may fail 

 
39  Dimitris Riziotis, ‘Efficiency Defence in Article 82 EC’, in Abuse of Dominant Position: New Interpretation, New Enforcement 

Mechanisms?, ed. Mark-Oliver Mackenrodt, Beatriz C. Gallego, and Stefan Enchelmaier, MPI Studies on Intellectual Prop-
erty, Competition and Tax Law 5 (Berlin: Springer, 2008), 89–115; Lars-Hendrik Röller, Johan Stennek, and Frank Verboven, 
‘Efficiency Gains from Mergers’, in European Merger Control: Do We Need an Efficiency Defense, ed. Fabienne IIzkovitz 
and Roderick Meiklejohn (Cheltenham: Edward Elgar, 2006), 84–201. 

40  See: Anselm Küsters, The Making and Unmaking of Ordoliberal Language. A Digital Conceptual History of European Com-
petition Law, 1. Auflage (Frankfurt am Main: Klostermann, Vittorio, 2023). 

41  See p. 29, Second Draft. 
42  Küsters, A. (2024), Towards Robust AI Governance in Europe, cepAdhoc No. 25/2024, https://www.cep.eu/eu-topics/de-

tails/towards-robust-ai-governance-in-europe.html. See also: Küsters, ‘AI as Systemic Risk in a Polycrisis’. 
43  I am grateful to my cep colleagues Prof Henning Vöpel and Dr Matthias Kullas for the discussions on this issue. 

https://www.cep.eu/eu-topics/details/towards-robust-ai-governance-in-europe.html
https://www.cep.eu/eu-topics/details/towards-robust-ai-governance-in-europe.html
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when faced with data inputs representing sudden economic disruptions, such as a rapid drop in unem-

ployment or an increase in online purchases due to a sudden shift to the “home office”. Stress testing 

could simulate these scenarios by inputting data that is several standard deviations away from the 

typical training distribution. This technique, often used in financial system risk management, would 

reveal whether models are robust to outliers and prevent cascading failures. More generally, encour-

aging the use of diverse data sources, alternative algorithms, and diverse AI model architectures can 

reduce systemic interdependencies and prevent single points of failure. 

Furthermore, systemic risks cannot be fully addressed without considering the broader socio-technical 

environment in which AI systems operate. Cascading failures often arise not only from the AI system 

itself, but also from its interactions within a networked ecosystem. For example, herding behaviour in 

financial markets, exacerbated by AI-driven trading algorithms, has demonstrated how individual 

model failures can amplify into systemic crises. In these cases, the failure of one algorithm to account 

for unexpected market conditions can trigger a chain reaction that leads to widespread instability. To 

manage such larger-scale risks, robust macroprudential-style regulation of AI systems is probably 

needed. The AI Office could serve as a coordinating body, similar to financial regulators that oversee 

systemic risk in interconnected markets. In particular, the AI Office could: 

• develop cross-sector risk monitoring frameworks to track dependencies and interconnections 

between AI systems in different industries. 

• Establish shared databases of past failures and near misses with respect to AI compounding 

or cascading effects to inform future risk assessments. 

• Facilitate stress testing exercises that simulate cascading failures across multiple sectors, sim-

ilar to the scenario planning used in financial regulation. 

To operationalise these efforts, KPIs for assessing systemic risk should be developed. These KPIs could 

include: 

• Robustness metrics, i.e. quantifying the ability of a model to maintain performance when in-

puts deviate significantly from the training distribution. 

• Network dependency scores as known from network theory, i.e. measuring the degree of in-

terdependence between AI systems and identifying nodes (here: central GPAI models used 

everywhere) where failure could propagate widely. 

3.5 More detail needed to ensure legal certainty 

More generally, and in line with the reasoning of the preceding subsection, the second draft still lacks 

sufficient detail in some key areas, despite the significant increase in page numbers. If unaltered, this 

will leave providers and stakeholders uncertain about how to comply effectively. To ensure that the 

next iteration of the draft achieves legal certainty, several aspects need to be clarified and potentially 

expanded. 

One critical area where more detail is needed is the taxonomy of systemic risks. To begin with, terms 

such as “high velocity”, “irreversibility” and “asymmetric impact” are used to describe the nature of 

these risks but remain largely undefined.44 The addition of a single qualitative sentence paraphrasing 

the relevant criterion does not seem sufficient. Without clear criteria, providers may interpret these 

 
44  See p. 29, Second Draft. 
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terms differently, leading to inconsistencies in compliance. Moreover, the draft currently states that 

“signatories commit to treat the following as systemic risks”, followed by descriptions such as “cyber 

offence” risks related to offensive cyber capabilities, but these remain vague without measurable 

thresholds.45 While the draft identifies crucial risks such as harmful manipulation and illegal discrimi-

nation, it does not provide specific thresholds or definitions for these risks. Especially the important 

risk category “loss of human oversight” seems too simplified and combines very different concerns.46 

Finally, the section 3.3 covering “additional risks for consideration” seems overly broad. Overall, the 

final draft should provide precise, quantifiable criteria to ensure that all providers have a consistent 

understanding of what constitutes systemic risk. 

The inclusion of clear, measurable KPIs for commitments would enable consistent assessment and 

monitoring of suppliers' commitments. However, a key issue is how to design KPIs that are not easily 

gamed. To illustrate the problem, consider the following examples: 

• KPI 6.4.1: Percentage of evaluations re-run at a 6-monthly frequency, which are relevant for 

the highest risk tier (target: 100%).47 

This KPI could be gamed by developers simply repeating assessments without checking and 

reflecting on the outcomes or making meaningful changes. Focusing on the frequency rather 

than the quality of assessments may incentivise superficial compliance rather than substantive 

risk assessment. 

• KPI 5.2.1: Percentage of identified systemic risks for which the Model Report compares the as-

sessed risk of the model both with and without safety and security mitigations (target: 100%).48 

Providers could potentially game this KPI by identifying a large number of minor risks while 

missing more significant ones, or by implementing superficial mitigations that do not mean-

ingfully reduce risk but allow for favourable comparisons. 

• KPI 4.2.1: Percentage of identified risks that have an unacceptable risk tier defined, with an 

explanation of how they were chosen (target: 100%).49 

This KPI could be manipulated by defining risk levels in a way that minimises the number of 

unacceptable risks, or by providing vague explanations that do not really justify the chosen 

levels. More generally, how long and detailed does an explanation need to be to be convinc-

ing? 

These examples highlight the need for improvement in future iterations of the Code. The KPIs should 

be refined to focus more on the quality and impact of risk assessment and mitigation efforts. If quan-

titative metrics are possible, this is even better, but they must be chosen in such a way that they cannot 

be gamed or fulfilled without necessarily improving safety – admittedly, this is easier said than done. 

It might help if the final Code allows for mechanisms for independent verification of KPI compliance to 

prevent manipulation. In future iterations of the draft, it will be important to refine the KPIs so that 

they drive meaningful improvements in AI safety, rather than encouraging superficial compliance. 

Another area requiring attention is the Code’s documentation requirements. While the second draft 

emphasises the need for providers to maintain up-to-date information on their AI models, high 

 
45  See p. 30, Second Draft. 
46  See p. 30, Second Draft. 
47  See p. 38, Second Draft. 
48  See p. 36, Second Draft. 
49  See p. 34, Second Draft. 
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specificity on the required formats, update schedules, and consequences of non-compliance are es-

sential. The draft states that “signatories commit to ensuring that the documented information is re-

viewed and updated as necessary”,50 but does not elaborate on what triggers such updates. This am-

biguity creates challenges for providers in demonstrating compliance with regulatory expectations. 

Similarly, the draft asks signatories to commit to “periodically (at least every 6 months) reviewing the 

effectiveness of their model evaluations”.51 In AI development, six months is a long time, and there is 

a risk that information will become outdated or incomplete. For example, OpenAI has released multi-

ple versions of models such as GPT-3.5 and GPT-4, each with different capabilities and potential risks. 

To address this, the Code should establish a regular, more frequent schedule for documentation up-

dates, although it must be acknowledged that this would be quite burdensome from the perspective 

of GPAI providers. Nevertheless, clear documentation standards would ensure that users and regula-

tors have up-to-date information about these models, thereby promoting transparency and account-

ability. 

Risk assessment protocols also need to be refined. The draft requires risk assessments for systemic 

risks but does not specify, to a sufficient degree, acceptable methodologies or tools. Similarly, the 

draft’s data compliance measures also lack necessary detail, particularly with regard to lawful data 

collection and mitigating risks such as bias or privacy violations. While the draft requires providers to 

document methods for addressing issues such as the prevalence of copyrighted material in training 

data, it does not elaborate sufficiently on procedures for verifying data provenance or mitigating risks 

during data collection. It states that providers must document “methods implemented in data acqui-

sition or processing, if any, to address the prevalence of copyrighted materials in the training, testing, 

and validation data”, but the guidance stops there.52 Finally, the governance and oversight mecha-

nisms described in the second draft need to be more specific. While the draft highlights the importance 

of collaboration with the AI Office, it does not detail how external audits or third-party reviews will be 

conducted. Transparent oversight mechanisms are critical to building trust across the AI value chain. 

3.6 Improving the participation process 

The second draft reflects an ongoing challenge with tight timelines for stakeholder feedback, with a 

two-week window for submissions. This short timeframe disproportionately favours well-resourced 

actors, such as large technology companies, while discouraging meaningful participation by civil soci-

ety and smaller stakeholders. Research has shown that such resource asymmetries undermine the in-

clusiveness of regulatory processes, particularly in emerging areas such as AI standardisation.53 Is it not 

better to take a little more time in developing such a fundamental framework and ensuring diversity 

and robustness of views, rather than trying to meet ex-ante, politically desired deadlines? 

To encourage broader participation, the AI Office should extend survey deadlines, publish draft docu-

ments earlier, and avoid last-minute changes to submission deadlines. In addition, offering pre-con-

sultation briefings for smaller groups (e.g. related to the four specific working groups) and workshops 

could help under-resourced stakeholders, such as NGOs and SMEs, to better handle the complexities 

of the draft and provide informed feedback. These and other adjustments would be necessary to bet-

ter align the drafting process with the AI Act’s principles of inclusivity and fairness, and ensure that 

 
50  See p. 12, Second Draft. 
51  See p. 41, Second Draft. 
52  See p. 16, Second Draft. 
53  See: https://www.corporateeurope.org/en/2025/01/setting-rules-their-own-game-how-big-tech-shaping-ai-standards. 

https://www.corporateeurope.org/en/2025/01/setting-rules-their-own-game-how-big-tech-shaping-ai-standards
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diverse perspectives contribute to the final version of the Code. Enhanced stakeholder engagement is 

key given the Code’s potential to shape the future of AI governance in the EU and beyond. 

4 Conclusion 

The second draft of the General-Purpose AI Code of Practice represents commendable progress, ad-

dressing critical gaps and incorporating more detailed provisions in line with the overarching principles 

of the AI Act. The increased emphasis on transparency, proportionality, and the systemic risk taxonomy 

reflects the EU AI Office’s effort to build a comprehensive regulatory framework for GPAI models. 

However, more must be done, as outlined in this analysis. The continued use of anthropomorphic lan-

guage risks distorting public and regulatory understanding of AI capabilities, and the lack of clarity on 

the role of downstream providers threatens to overburden smaller actors, such as SMEs. In addition, 

the encouragement of speculative benefit assessments in Measure 5.3 raises concerns about replicat-

ing pitfalls from the MEA period in EU competition law, potentially undermining the precautionary 

approach. While the inclusion of compounding and cascading effects in the taxonomy of systemic risks 

is a step forward, operationalising these criteria will require robust KPIs and a coordinated, holistic 

approach to risk mitigation in socio-technical ecosystems. Finally, the tight timeline for stakeholder 

feedback hampers the inclusiveness and representativeness of the participatory process. 

To address these challenges, the drafting process should focus on refining the language to make it 

more technical, adding more detail to reduce legal uncertainty, clarifying the roles and obligations of 

different providers in the AI value chain, and strengthening the procedural framework to ensure mean-

ingful stakeholder engagement. Drawing on lessons from other regulatory areas, such as macropru-

dential financial regulation and environmental impact assessments, can provide valuable guidance on 

managing systemic risk and ensuring proportionality of obligations. The final version of the Code must 

strike a balance between innovation and accountability, creating a framework that supports the de-

velopment and deployment of GPAI models while safeguarding public trust and systemic stability. 
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